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28% within the last three years, card-not-present fraud has
risen by 106%, increasing the need for online security to
prevent data breaches. Although less than 0.1% of all creditcard transactions are fraudulent, analysts predict that creditcard fraud losses incurred by banks and credit-card companies
can surpass $12 billion in the United States in 2020. Evidently,
there is a dire need for robust detection of card-present and
card-not-present fraudulent transactions to minimize monetary
losses.
Currently, credit-card companies attempt to predict the
legitimacy of a purchase through the analyzing anomalies in
various fields such as purchase location, transaction amount,
and user purchase history. However, with the recent increases
in cases of credit card fraud it is crucial for credit card
companies to optimize their algorithmic solutions. [3]
This paper compares various deep learning and regression
algorithmic models to explore which algorithm and combination of factors provides the most accurate method of
classifying a credit-card transaction as fraudulent or nonfraudulent (normal).

Abstract—With the increase of e-commerce and online transactions throughout the twenty-first century, credit card fraud is a
serious and growing problem. Such malicious practices can affect
millions of people across the world through identity theft and loss
of money. Data science has emerged as a means of identifying
fraudulent behavior. Contemporary methods rely on applying
data mining techniques to skewed datasets with confidential
variables. This paper examined numerous classification models
trained on a public dataset to analyze correlation of certain
factors with fraudulence. This paper also proposed better metrics
for determining false negative rate and measured the effectiveness
of random sampling to diminish the imbalance of the dataset.
Finally, this paper explains the best algorithms to utilize in
datasets with high class imbalances. It was determined that the
Support Vector Machine algorithm had the highest performance
rate for detecting credit card fraud under realistic conditions.

I. INTRODUCTION
Credit-card fraud is a general term for the unauthorized use
of funds in a transaction typically by means of a credit or
debit card [1]. Incidents of fraud have increased significantly
in recent years with the rising popularity of online shopping
and e-commerce. Credit-card fraud can be classified into
two different types, card-not-present fraud and card-present
fraud. Card-not-present fraud takes place when a customer’s
card details including card number, expiration date, and cardverification-code (CVC) are compromised and then used without physically presenting a credit card to a vendor, such as in
online transactions. Card-present fraud occurs when credit card
information is stolen directly from a physical credit card [2].
Since 2015, credit card companies have issued chip-payment
(EMV) cards to combat card-present fraud. Although this
measure has been effective at reducing point-of-sale fraud by

II. BACKGROUND
A. Data Mining and Data Science
Data Mining is the process of determining useful patterns
and trends from large sets of data [4], and it combines
various fields of study such as machine learning, information
science, and statistics. It requires skills in analysis and data
manipulation. [5]
Classification is a data mining function that assigns items
in a collection to target categories or classes. The goal of
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classification is to accurately predict the target class for each
case in the data. A classification task begins with a data set
in which the class assignments are known, which serve as
predictors of the target. The simplest type of classification
problem is binary classification. In binary classification, the
target attribute has only two possible values, such as high risk
or low risk for fraud. Thus, the most suitable algorithms for
detecting credit card fraud are binary classifiers. [6]

However, when the Euclidean distance is calculated, larger
numerical attributes can have greater impact. In order to reduce
the impact of these large numerical attributes, the data could
be normalized by dividing a single attribute by the standard
deviation and subtracting by the mean, thus reducing the
standard deviation to 1 and the mean to 0. Normalizing ensures
that all attributes bear equal weight when calculating distance,
so that the calculated distance is not biased. [10]
2) Logistic Regression: The logistic regression algorithm
uses both the logistic regression and sigmoid function to
perform binary classification based on different factors within
the data set. Displayed below is the sigmoid function:
1
(2)
y0 =
1 + e−(z)
The Sigmoid Function is used to find the probability of a
binary classification. In this equation, y is the output probability, and z is the log-odds of the example; z is defined with
the equation

B. Machine Learning
Machine Learning is a type of Artificial Intelligence in
which computers are trained to recognize patterns within
large data sets and improve upon those patterns automatically
without the need for human intervention. The training process
involves starting out with a basic machine-learning algorithm
that processes training data to analyze the relationship of
various factors with a target value. The target value is explicitly
provided to the machine-learning algorithm in the training
stage. Once trained, the model can then be used to predict
unknown target values for other instances of the data.
Machine learning can be classified as supervised or unsupervised depending on whether the training data provided is
labeled. Supervised learning focuses on finding a relationship
between an input value and an output value to predict further
output values when more input is provided. A supervised
learning problem can further be grouped into either classification or regression [7]. Classification problems categorize
the output (such as fraud vs. not fraud) whereas regression
problems provide the output as a specific value (for e.g. dollar
amount). Machine learning algorithms that do not produce
an output, but rather analyze the relationship between the
input and output, are referred to as unsupervised because the
training data is neither labeled nor classified [8]. This project
implements supervised machine learning algorithms for classification of a credit-card transaction as either fraudulent or
not-fraudulent. [9]

z = b + w1 x1 + w2 x2 + ... + wN xN

(3)

in which b is the intercept,of the linear regression. W represents the weighted values and bias, and x represents the
featured values. The probability provided by the sigmoid
function predicts the likelihood of a certain outcome. [11]

C. Classification Models
1) K-Nearest Neighbors (KNN): The K Nearest Neighbor
Algorithm is a clustering algorithm which predicts a data
point’s attributes based on its relative position to other data
points.
To discover the unknown attribute, or factor, of a testing
data point, its Euclidean distance, as seen in Equation 1, in
reference to every other data point must be found. The data
point in the training set which has the shortest Euclidean
distance to the testing point is assumed to contain the same
unknown attribute as the testing point. For example, in this
paper, we use “hour1” and “field3” to calculate Euclidean
distance. Then, fraudulence can be determined using the
training point which has the closest Euclidean distance to the
testing data point. The equation for Euclidean distance is seen
in Figure 1, where x, y, and n are known numerical and binary
attributes of the target set and the training set.
p
(1)
Ed = 2 ∆x + ∆y + ... + ∆n

Figure 1. General Form of Logistic (Sigmoid) Function [12]

3) Random Forest Classifier: The Random Forest algorithm
is a supervised classification algorithm which randomly generates connected decision tree algorithms. If a training dataset
with targets and features is inputted into the decision tree,
it will formulate a set of rules which are used to generate
predictions. The difference between Random Forest algorithm
and the decision tree algorithm is that in Random Forest, the
process of finding the root node and splitting the feature nodes
will run randomly, and as seen in Figure 2, the Random Forest
algorithm is composed of an ensemble of numerous decision
tree algorithms.
The Random Forest Model has many advantageous features.
For example, the classifier is unsusceptible to overfitting, and
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Figure 2. Architecture of Random Forest Ensemble [13]
Figure 3. Support Vector Machine Separation [14]

thus does not match closely with random, obsolete fluctuations
in the dataset. Greater numbers of decision trees generated by
the algorithm prevent the classifier from overfitting the model.
If enough decision trees are generated by the algorithm, the
classifier will not overfit the model. Other advantages of the
classifier include its ability to handle missing values, or be
modeled for categorical, or quantitative values. The advantage
of the classifier with the greatest relevance to this project is
its ability to quantify the importances of the attributes it uses
since decision tree-based strategies used by random forests
naturally are ranked by how well they improve the purity of
the node. This algorithm is applicable to credit card fraud
detection since it is able to use multiple attributes at once to
predict values and measure the importance of each attribute.
[12]
4) Support Vector Machine: Support Vector Machines are
examples of supervised Machine Learning algorithms that can
be applied to classification and regression problems. In the
case of a classification problem, a support vector machine will
determine the best-fitting method for categorizing the data.
[13]
Figure 3 depicts the overall goal of a support vector machine
tasked with classifying a credit card transaction as either
fraudulent or non-fraudulent. After plotting the training data
on an n-dimensional plane, with n being the number of factors
being analyzed, the support vector machine will generate
equations for multiple hyperplanes that can linearly separate
the data points by category. A hyperplane exists as a line,
plane, or hyperplane if two, three, or greater than three factors
are analyzed, respectively. A sample of generated hyperplanes
are represented by letters A and B in the above figure. Data
points that fall to the right of the hyperplanes are classified as
non-fraudulent while others fall under the fraudulent category.
Both hyperplanes in the above figure correctly separate the
given data points by fraudulence, but the most effective
hyperplane will achieve a similar level of accuracy when
unknown data points are in need of classification. Thus the
optimal hyperplane is chosen based on the distance of the line

to the nearest point on either side. This distance is referred to
as the margin, and the points that determine the margin are
known as support vectors. In general, the hyperplane with the
greatest margin is chosen to make predictions in the support
vector machine algorithm. [14]
5) Naive Bayes: The Naive Bayes Classifier is a supervised
machine learning algorithm based upon Bayes Theorem, which
states:
P (A|B) =

P (B|A) P (A)
P (B)

(2)

Bayes Theorem provides a method for calculating the posterior probability (P (A|B)), the probability of an outcome
(A) provided certain conditions (B). The theorem calculates
the posterior probability by relating it to the prior probability (P(A)), the probability of the outcome without any
knowledge of influential conditions, through a likelihood ratio
(P (B|A)/P (B)) [15]. The Naive Bayes theorem is based
on the assumption that every factor independently affects the
outcome, and is thus naive. The Naive-Bayes Classifier allows
for a simple yet powerful method of classifying fraudulent
credit card transactions [16].
6) Multi Layer Perceptron: A Multilayer Perceptron (MLP)
is the simplest form of a deep, artificial neural network, consisting of three or more layers of nonlinearly-activating nodes.
They are composed of an input layer to receive the signal,
an output layer that makes a decision or prediction about the
input, and in between those two, an arbitrary number of hidden
layers that are the true computational engine of the MLP.
MLPs with one hidden layer are capable of approximating
any continuous function. Since MLPs are fully connected, each
node in one layer connects with a certain weight to every node
in the following layer. [17]
Multilayer perceptrons are often applied to supervised learning problems: they train on a set of input-output pairs and
learn to model the correlation (or dependencies) between those

3

3) Scikit-Learn: Scikit-learn is one of Python’s most notable libraries for machine learning. Unlike Numpy and Pandas, which are used for data manipulation, Scikit-learn focuses
on data modeling. Some of the most popular models are
clustering, cross-validation, supervised models, and feature
selection. [24]
4) Matplotlib: Matplotlib provides tools for 2D data visualization. A variety of graphs including bar graphs, scatter
plots, and line graphs can be made from provided library
functions. In this project, a histogram is used to assess the
frequency of fraudulent data within the dataset. Furthermore,
predictions made by the algorithm are charted using the library
and categorized as true positive, true negative, false positive,
or false negative in a confusion matrix. [25].
5) Keras: Keras is a Python library that is used for deep
learning algorithms and is capable of utilizing TensorFlow as a
backend. Its popularity stems from its modularity, minimalism,
and extensibility [26].

Figure 4. General Architecture of Multilayer Perceptron Network [18]

III. P ROCEDURE : C REATING AND T RAINING
C LASSIFICATION M ODELS

inputs and outputs. Training involves adjusting the parameters,
or the weights and biases, of the model in order to minimize
error. Backpropagation is used to make those weigh and bias
adjustments relative to the error. The network trains in batches,
uses information from all records in the training dataset, and
updates the synaptic weights only after passing all training
data records [19] [20].

The process for finding usable data in this paper follows the
typical Data Analysis Pipeline, as seen in Figure 5.

D. Python Programming
Python, although a general programming language, is often
used in data analysis [19]. Built-in Libraries such as scikitlearn, pandas, and matplotlib, aid in analysis and visualization. More specifically, Numpy allows for storage of information [21], pandas format data from Excels and CSVs into
analyzable DataFrames [22], scikitlearn has numerous builtin machine learning algorithms [23], matplotlib graphs data in
various plot types [24], and Keras, a high-level neural networks
API which is run on Python, focuses on fast experimentation
[25]. These formatting, analyzing, and visualization techniques
help analyze credit-card transactions and detect fraud.

Figure 5. Data Analysis Pipeline [27]

A. Dataset
1) Data Acquisition: The dataset utilized was part of a 2009
competition in coordination with the University of California,
San Diego and the Fair Isaac Corporation. It contains 94,682
data points with sixteen known fields, including amount spent,
hour of the transaction, location of the transaction based
upon zipcode, and thirteen other unknown fields, titled with
encrypted names such as field1, flag1, indicator1 that are
concealed for privacy. Although these factors are concealed,
they can be analyzed for trends which are indicative of
fraudulent transactions.
2) Hidden Fields: Regulation P is a federal privacy law
which prevents financial institutions from releasing information on credit card transactions to a third party, unless in a
court case. Furthermore, agreements such as the Payment Card
Industry Data Security Standard prohibits organizations which
handle credit card transactions to handle any private financial
information. These preventive measures are obstacles which
hinder the extent which this project can analyze credit card
fraud [28] [29]. The FICO dataset contains encrypted column
headings, and so the exact factors being analyzed to detect
fraud are unknown. However, trends within the provided data

E. Libraries
Several libraries were utilized in the creation of these
algorithms.
1) Numpy: Numpy is integral to Python programming.
Its most useful feature is a dynamic, multidimensional array
that can store large amounts of data. The Numpy library
include several functions for linear algebra; random number
generation; Fourier transform; and sorting and searching [22].
2) Pandas: Similar to Numpy, Pandas (Python Data Analysis Library) provides functions for data organization. Pandas,
however, allows Excel and CSV files to be read and formatted
into table-like data structures called DataFrames, enhancing
code legibility and data-processing speed. [23].

4

can still be discovered through machine learning to prove that
machine learning may be a powerful tool for fraud detection.
3) Known Fields: There are several fields within the dataset
that are not encrypted by the data provider.
• amount: The monetary cost of the transaction.
• hour1: The hour at which the transaction occurred based
on a 24 hour clock.
• zip1: Provides the state and zip code which the transaction
occurred from.
• domain1: Identification of the consumer based on email
domain.
• hour2: The hour at which the transaction was completed
based on a 24 hour clock.
• targets: Identifies a transaction as fraudulent or not fraudulent based on a binary classification.

the number of training cases from 63122 cases, the predictions
made were less skewed as the algorithms were able to make
true positive predictions based on the increased percentage of
fraudulent cases within the dataset.
C. Evaluation Metrics
Because of the large imbalance between non-fraudulent and
fraudulent data points, accuracy, or the percent of correctly
predicted data points out of the total dataset. was not a viable
metric on which to base results. As a result, the paper will use
the metrics of precision, recall, and F-1 score. Precision is the
ratio of the number of true positives by all of the actually
correct data points. It can be seen as a measure of the quality
of the data returned as positive. The equation for precision can
be seen in Equation 5.

B. Preprocessing

precision =

Due to the high non-fraudulent to fraudulent ratio, displayed
within the dataset as seen in Figure 6 , predictions made from
the initial training set, which had a normal to fraudulent ratio
of 49:1, were greatly skewed. Many of the utilized algorithms
classified the test data with ninety-eight percent accuracy by
predicting every transaction as normal, with only true negative
and false negative cases.

true positives
true positives + f alse positives

(5)

Recall is the measure of the ratio of correct positive
predictions to all actual positive entries. The recall assesses
the completeness of the program, checking how many true
positives were detected as positive. The equation for recall
can be seen by Equation 6.
recall =

true positives
true positives + f alse negatives

(6)

The Fβ score is the weighted harmonic mean of precision
and recall, reaching its optimal value at 1 and its worst value
at 0. The beta parameter determines the weight of precision
in the combined score. β < 1 lends more weight to precision,
while β > 1 favors recall. Because both precision and recall
are equally important to the accuracy of the model, the F-1
score, or Fβ score when β is set to 1, was used. The equation
of Fβ score can be represented by Equation 7 [32].
Fβ = (1 + β 2 ) ∗

Figure 6. Count of Fraudulent to Non-Fraudulent Datapoints [30]

(β 2

precision ∗ recall
+ precision) + recall

(7)

D. Model Training

In order to resolve this issue, the data was processed with
a lower non-fraudulent to fraudulent ratio. This was done
by first dividing the initial dataset into two separate data
sets based off of fraudulence. The 2094 data values from
the fraudulent dataset was split evenly between a training
set and a testing set. Through random subsampling, normal
data could be randomly split into the training and testing sets.
This action was an example of random undersampling, or the
removal of negatives in order to make the data positive for
fraud more significant to the classifier [31]. This method of
data processing provided greater flexibility in manipulating
the ratio of normal to fraudulent data within each data set
simply by increasing or decreasing the amount of normal data
that was added to each dataset. Splitting the data into both
a training and testing set also solved the issue of overfitting,
a condition where an algorithm can only properly function
with a particular data set. Ultimately, eight unique pairs
of testing and training datasets were formed with differing
ratios. Although this processing method greatly diminished

Many of the machine learning algorithms were created from
the scikit-learn library with regressor classes. Many of the
columns that contain string attributes were dropped from the
training and testing dataset, as the algorithms were only able
to accept numbers as inputs. The models were trained and
tested on two CSV files containing identical attributes. For
all algorithms except for the Random Forest Classifier and
the Multilayer Perceptron, the precision, recall, and Fβ score
were calculated for each field and for all cumulative fields.
The quantification of the true positives, true negatives, false
positives, and false negatives, was represented by a confusion
matrix, which organizes true positives, true negatives, false
positives, and false negatives. A general format of a confusion
matrix can be seen in Figure 7. To assess the effect of
undersampling, numerous datasets were created with different
normal transaction to fraudulent transaction ratios, which were
then trained and tested on multiple fields with the same ratio
as the set and the 98 : 2 ratio of the initial dataset.
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the Python scikit-learn library. The algorithm was run with
a combination of all fields, and a Random Forest algorithm
tree was generated, as seen in Figure 8. The Random Forest
Algorithm creates a metric of importance for the attributes in
the dataset.

Figure 8. Snippet of Generated Random Forest Tree

6) Multilayer Perceptron Model: Multilayer perceptron
neural networks were implemented using Keras 2.2.0 with
Tensorflow as a backend for matrix and tensor-based computations. The original neural network consisted of a Sequential
model with 3 Dense layers, a Dropout layer, and an Activation
Layer.

Figure 7. General Form of a Confusion Matrix [33]

1) K Nearest Neighbor: In order to implement KNN,
the KNeighborsRegressor class was implemented. KNN was
trained with numerical attributes found in the data including
amount, hour1, field1, field2, field3, field4, field5, indicator1,
indicator2, flag2, flag3, flag4, and flag5. To test the overall
effectiveness of the algorithm, the Euclidean distance was
calculated using all of the factors. Then, the Euclidean distance
for each factor alone was calculated.
2) Logistic Regression: Since logistic regression performs
binary classification, it works well with this specific data set,
which has targets as the binary dependent variable. When
given a specific factor, or column, to analyze, the output
probability is then converted to a 0 or 1 for negative or positive,
respectively. This output can be easily checked with the targets
in the test dataset since both are represented by 1s and 0s in
the same way.
3) Naive Bayes Classifier: The Naive Bayes Classifier was
run using the GaussianNB() class from the scikit-learn library.
As the Naive Bayes Classifier assumes every factor functions
independently, every numerical factor was tested individually.
The Naive Bayes Classifier provides a binary classification
of the testing set depending on probabilistic predictive trends
observed in the training set.
4) Support Vector Machine: The Support Vector Machine
algorithm was run using the SVM() class from the scikitlearn library. The factors were tested both independently and
in various combinations. For each testing cycle, the Support
Vector Machine plotted the various data points to calculate
the optimal dividing line before reaching a conclusion as to
whether a transaction was fraudulent or not.
5) Random Forest Classifier: The Random Forest algorithm was ran using the RandomForestRegressor() class of

Listing 1. Snippet of Baseline MP Code

from k e r a s . m o d e l s import S e q u e n t i a l
from k e r a s . l a y e r s import Dense ,
A c t i v a t i o n , Dropout
model = S e q u e n t i a l ( )
model . add ( Dense ( 1 0 , i n p u t d i m =14 ,
activation=’ relu ’ ))
model . add ( Dense ( 1 0 , a c t i v a t i o n = ’ r e l u ’ ) )
model . add ( D r o p o u t ( 0 . 5 ) )
model . add ( Dense ( 2 , a c t i v a t i o n = ’ s o f t m a x ’ ) )
model . add ( A c t i v a t i o n ( a c t i v a t i o n = ’ s o f t m a x ’ ) )
The Dense Layer of the Neural Network implements the
operation: output = activation(dot(input, kernel) + bias)
where activation is the element-wise activation function passed
as the activation argument, kernel is a weights matrix created
by the layer, and bias is a bias vector created by the layer.
The model also utilized Dropout layers, which randomly set
the weights of connections between layers to zero to reduce the
number of parameters learned and prevent overfitting. Dropout
rates were initialized at 0.5, meaning that each connection
had a one in two chance of being randomly dropped. These
networks were run at different epochs, or a complete iterations
over the dataset.
IV. RESULTS AND ANALYSIS
A. Finding Feature Importance
The data was first run through the Random Forest Classifier
with both the 98:2 training and testing set. The importance
metric created as a result of this is shown below in Table I. As
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a result of the Feature Importance Metric, the most significant
fields were seen to be field1,field3 and hour1.
Table I
F EATURE I MPORTANCE M EASURES FOR R ANDOM F OREST
Attribute(s)
field3
hour1
field1
field4
amount
field5
flag5
field2
flag1
indicator1
flag2
flag3
flag4
indicator2

Importance
0.34
0.16
0.12
0.1
0.06
0.06
0.04
0.03
0.02
0.02
0.02
0.02
0.01
0.0

Figure 10. F-1 scores of Algorithms applied to testing datasets with
uncontrolled Normal-to-Fraudulent Transaction Ratios

Through this, it can be seen that for datasets with high skew,
the Support Vector Machine algorithm produces the highest
F-1 scores while in balanced datasets, the Random Forest
algorithm produced the highest F-1 score.
In systems where there a large dataset is tested, for many
algorithms, there is an optimal ratio for normal-fraudulent data
at which the predictions for the testing set will produce the
highest F-1 score. This trend can be seen in the Random
Forests, KNN, and Naive Bayes. If the models are trained on
datasets with normal-to-fraud ratios close to 1:1, the testing
set will match the ratio that will maintain the same ratio of
positives to negatives. Testing on a highly imbalanced dataset
predicts the same ratio of the training set, resulting in a high
number of false positives and a very low precision and a
very high recall. As the imbalance increases, the precision
increases as the recall decreases. As a result, the normal-tofraudulent ratio reached its optimal ratio as precision and recall
approached each other.

B. Bulk Implementation of Classifiers
The datasets created using the undersampling method were
trained on all attributes and combinations of attributes found
important from the Random Forest selection. The F-1 score
was then calculated from each result after being tested on
datasets that had the same ratio of fraudulent to non-fraudulent
data as the datasets on which they were trained, as seen in
Figure 9 below.

C. Random Forest Classifier
For the data tested on sets of the same ratios, the classifier
experienced the smallest decrease in the F-1 score. While
the precision of the Random forests model experiencing only
a slight drop, the recall experienced large decreases as the
normal to fraudulent ratio increased. While testing on the
large dataset, the random forest algorithm reached the optimal
normal-to-fraud ratio at around the 30:1 ratio. As seen in
Figure 11, the Random Forest algorithm was indicative of the
pattern observed in Figure 10, as the F-1 score reaches its
peak score, the precision and recall lines intersect each other
at the same ratio. As a result, for the random forest algorithm,
it would be necessary to find the optimal ratio to train the
dataset on in order to use random subsampling to reduce bias.
The Random Forest is the most efficient algorithm for testing
on biased datasets at the optimal dataset because, unlike the
SVM, the Random Forests algorithm does not require much
processing power and time to train efficiently.

Figure 9. F-1 scores of Algorithms applied to testing datasets with controlled
Normal-to-Fraudulent Transaction Ratios

Figure 9 demonstrates the effectiveness, measured by F1 Score of the algorithms as the non-fraudulent to fraudulent
ratio increases. All of these algorithms reveal themselves to be
u-curves. Most of these algorithms, except for Support Vector
Machine, decreased in effectiveness as the ratio became higher.
Support Vector Machine, however, increased in effectiveness
as the ratio increased.
Next, the algorithms trained on the datasets created by
undersampling were then tested on a dataset of 31,560 datapoints and a normal-to-fraudulent data ratio of 98:2. The F-1
scores versus the normal-to-fraud data are shown in Figure 10.
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better when it is trained and tested on the same data set ratio
and size. If both data sets are similar in this way, the lowest
possible normal to fraud ratio is ideal. However, if forced to
test on a very biased data set, a training data set split with
75% normal transactions and 25% fraudulent transactions is
best.
Table II
F-1 S CORES OF L OGISTIC R EGRESSION F UNCTION AT D IFFERENT
N ORMAL -T O -F RAUD R ATIOS (%)
Ratios
25-75
40-60
50-50
60-40
75-25
90-10
98-2

Figure 11. F-1 score, Precision, and Recall in the Random Forest Classifier

D. K Nearest Neighbor (KNN)

Hour1
6
7
9
14
17
0
0

Field3
4
5
6
7
7
0
0

Hour1 + Field3
6
8
10
14
18
12
0

F. Naive Bayes Classifier

As demonstrated in Figure 9, when tested with the 25:75,
40:60, 50:50, 60:40, 75:25, and 90:10 non-fraudulent to fraudulent test split, all factors consistently showed that, with an
increasing ratio, the F-1 Score decreased. For example, in the
25:75 split, the F-1 Score was about 80%. However, at the
90:10 split, the F-1 Score dropped to about 20%.
As demonstrated in Figure 10, however, when training the
algorithm with the 25:75, 40:60, 50:50, 60:40, 75:25, and
90:10 non-fraudulent to fraudulent test split and tested the
whole dataset, the F-1 Score was higher when the ratio was
higher. This is possibly because the testing set is part of
the training set. In other words, for many of the cases, the
Euclidean distance calculated was zero. Thus, the testing set
assumed fraudulence based on itself.
Unlike with the Random Forest algorithm, KNN’s precision
and recall both decreased as the ratio increases. Thus, unlike
with the Random Forest algorithm, the intersection of recall
and precision do not correlate with the training dataset at
which KNN is its most effective.
In terms of efficiency, because this algorithm calculates
Euclidean distance between all of the points in the data set
and all of the points in the testing set, it is not very efficient.
However, as compared to Support Vector Machine and the
Multilayer Perceptron, the algorithm takes less time to acquire
results; thus, although it is inefficient, it is less inefficient than
many other algorithms.

When the Naive Bayes classifier was used to predict fraud
with a training and testing data set of equal bias and length,
there was a clear trend in the F-1 score.
Table III
F-1 S CORES OF NAIVE BAYES C LASSIFIER AT D IFFERENT
N ORMAL -T O -F RAUD R ATIOS (%)
Ratios
25-75
40-60
50-50
60-40
75-25
90-10

Field1
83.5
70
64.3
58.7
0
0

Hour1
86.3
76
68
56
43
19

Field3
85.7
70
44
33
20
10

Hour1 + Field3
86.5
76.7
71
62
51
20

Average
85.5
73.12
61.82
52.4
28.5
12.2

As seen in Table 3, the Naive Bayes Classifier had the
highest average f-score (85.5) when trained and tested with
the dataset with the lowest normal-to-fraud ratio of 25:75.
The F-1 -score dropped exponentially following a logistic
curve as the normal-to-fraud ratio increased, shown in Figure
9. When training and testing with the 90:10 ratio, the F-1
score reached its average lowest (12.2). This trend can be
explained by the functionality of the Naive Bayes Classifier.
As there is a greater normal-to-fraud ratio, the algorithm is
provided with more evidence of trends pointing towards normal transactions relative to evidence of fraudulent transactions.
With a greater percentage of normal transactions within the
dataset, there is also greater variability in the range of values
within each field which indicate a normal transaction. Thus,
there is overlap between the patterns indicating fraudulent
and normal transactions. Coupled together, these two reasons
make the algorithm overwhelmingly predict every transaction
as fraudulent, decreasing the F-1 score.
When the Naive Bayes classifier was used to predict fraud
with a training and testing data set of different bias and
length, a different pattern emerged as indicated in Figure
10. When graphed, the average f-scores of the fields which
were trained form a inverted-U curve. There is a clear peak

E. Logistic Regression
As shown in figure 9, for logistic regression, the F-1 score
decreases as the normal to fraud ratio increases when the
testing and training datasets have the same ratios. The graph
shows a relationship similar to exponential decay. When tested
with skewed data as seen in table II, the F-1 score increases
with the decrease of the normal to fraud ratio until it peaks at
the 75-25 ratio and then decreases. Also, this time the logistic
regression performed much worse with all f-scores lower than
20%. These results show that logistic regression works much
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in the F-1 score right after the ratio 75:25. This shape can
be explained by the nature of training and testing data. By
training the algorithm with data sets of lower ratios, a testing
set of a similar ratio was expected, which thus decreased
the precision of the classifier but increased the recall. As
the normal-to-fraud ratio increased closer to the peak found,
precision increased and recall decreased as the ratio in the
training set grew closer to the testing set. However, once
reaching the peak, denoting the optimal ratio for the Naive
Bayes Classifier to function, a similar effect indicated in Table
3 took place and decreased the efficacy of the classifier. The
Naive Bayes classifier performed well for this project, however
the simplicity of the classifier prevented it from observing
patterns of great complexity within the data which ultimately
reduced its efficacy in detecting credit card fraud.

to determine the ideal combination of factors for analysis.
The average F-1 scores for the Support Vector Machine
analyzing the “hour1”, “field3”, and “hour 1 and field 3” factor
combinations of transactions was calculated to be 94.51%,
94.4%, and 93.27%, respectively.
In contrast to other algorithms, the SVM algorithm took
much more time and computing power to complete the fitting
of the model. Compared to the Random Forest Classifier, the
model takes much more time to execute. As a result, when
processing real-time data such as credit card transactions on
datasets that would be much larger than the UCSD-FICO set,
the SVM model would have to be made more efficient in order
to process and classify fraud data in a reasonable amount of
time after the transaction.

G. Multilayer Perceptron

Overall the main project goal involved determining the
optimal algorithm for analysis as well as the best-performing
combination of factors to detect credit-card fraud. Based on the
results of Figure 9, it can be concluded that the best algorithm
for analysis of datasets with a close to 1:1 ratio of fraudulent
to non-fraudulent transactions is the Random Forest Classifier,
assuming the fraud-to-not fraud distribution of the testing and
training set is the same. However, the presence of a balanced
training dataset as well as a testing & training dataset of the
same distribution is an unrealistic expectation. Therefore the
optimal machine learning algorithm that a credit card company
should use is dependent on the F-1 Scores of algorithms
tested with highly skewed datasets. According to Figure 10,
the Support Vector Machine was the most successful in the
detection of credit card fraud when tested under more realistic
conditions. The F-scores of all algorithms under multiple
combinations of factors were analyzed as described earlier in
this paper, and it was determined that the ideal condition for
analysis is the hour1 field. Based on this research, a creditcard company should consider implementing a Support-Vector
Machine algorithm that analyzes the purchase time in order
to most accurately detect whether a credit-card transaction is
fraudulent or not.

V. CONCLUSION

The Multilayer Perceptron model was initially created using
3 Dense layers of 10 neurons, a Dropout layer with 0.5
probability and an activation layer. This layer configuration led
to the data having a precision and recall of 0 at high normalto-fraud ratios, and the removal of the Dropout layer led to
the model training to have changing recalls and precisions
whenever the table was retrained. As a result, the Dropout was
retested until the optimal Dropout probability of 0.2 was used.
As the normal-to-fraud ratio increased, the network maintained
a recall of 43% while the precision dropped. At a certain
normal-to-fraud ratio, the recall and precision both converged
to zero, as a result, the Multilayer Perceptron model has shown
to be very unstable in imbalanced datasets. While testing on
a dataset with a large imbalance, the Multilayer Perceptron
had a 5% precision and a 65% recall, and precision slightly
increased while precision sharply decreased. At a 10:1 normalto-fraudulent ratio, the model experienced the same drop off
where both precision and accuracy approached zero. For both
trials, the model failed at any ratio when there were more than
one attribute being tested at a time, such as hour1 and field3
The Multilayer Perceptron model would not be a viable model
to use for imbalanced datasets in conjunction with random
subsampling.

A. Future Work

H. Support Vector Machine

This research on detecting credit card fraud has great potential for future implications. If a dataset with unencrypted fields
was released to the public, the true factors which can be traced
for credit card fraud detection can known. Therefore, credit
card companies can be informed about the most important
factors to analyze when predicting credit card fraud and improve the efficiency of their notification systems. Furthermore,
The results of this project were limited by the small sample
size of fraudulent cases provided by the data set. By using
a larger dataset with a greater number of fraudulent cases,
the algorithms can be trained to make predictions of greater
precision. In order to pursue these goals, more computing
power may be required. It may be important to consider
using a Graphical Processing Unit like the Nvidia Jetson II to
improve the productivity of training and testing each algorithm

Results of the Support Vector Machine algorithm tested
and trained with adjusted datasets of approximately equal
fraud to non-fraud ratios indicated an average F-1 Score of
79.96%, regardless of the combination of factors. Unlike most
models presented in this paper, the F-score did not decrease
as the normal-to-fraud ratio decreased. It stayed constant at
approximately 84% as seen in Figure 10.
Results of the Support Vector Machine algorithm varied
when trained with an adjusted dataset but tested with the
unadjusted and highly skewed data set. F-1 scores averaged
94.07% for the SVM with all combinations of factors, which
is significantly higher compared to the data for the five other
algorithms. The average F-scores of the tests under different
ratio combinations but same factor combination were averaged
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with a larger, more complex data set. Other methods for bias
prevention, such as other resampling techniques, cost-sensitive
learning methods, and ensemble learning methods could also
be tested in future datasets to discover the best method of
dealing with skewed data sets. Ultimately, the results of this
research project can provide insight on the best algorithm to
be used in other cases of data analysis on skewed data sets,
such as in natural disaster prediction.
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