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motions involve the right hand acting on the left and viceversa; for instance, one must scrub both the left and right
thumbs to abide by WHO guidelines [4].

Abstract—In the healthcare industry, patients are often exposed to harmful pathogens due to a lack of compliance to hand
hygiene protocol. The vast majority of healthcare professionals
do not abide by hand hygiene standards established by the
World Health Organization, facilitating the spread of nosocomial
(hospital-acquired) infections. When representatives trained in
proper handwashing procedures monitored medical professionals, there was a significant increase in compliance with proper
protocol. Given this correlation between observance and adherence, a Hygiene Monitoring System was developed to monitor
handwashing through the application of machine learning. The
embedded system captured, processed, and compared instances
of handwashing to the proper procedure. An implementation of
this system would encourage healthcare professionals to follow
the official protocol denoted by the World Health Organization
and dramatically reduce the likelihood of healthcare–associated
infections.

I. INTRODUCTION
Hands are the primary pathways of germ transmission, yet
healthcare professionals often overlook proper handwashing
protocol [1]. In one study, only 22% of hospital workers
complied with protocol [2]. Under surveillance, compliance
increased to 52.2%, demonstrating a trend between observation
and adherence. This issue has global ramifications: healthcareassociated infections (HCAI) contribute to over 135,000 deaths
in developed nations each year [3]. The Hygiene Monitoring
System developed in this study monitors and identifies proper
hand hygiene in hospitals to increase adherence to protocol.

Figure 1. Top left to right: simple press, roof, web; Bottom left to right: link,
thumbs, mortar & pestle

The WHO also recommends that healthcare workers follow proper handwashing procedure after five key moments.
They are defined as 1) before touching a patient, 2) before
clean/aseptic procedures, 3) after body fluid exposure/risk, 4)
after touching a patient, and 5) after touching patient surroundings. The concept that healthcare workers must consistently
abide by WHO protocol is essential to the purpose of this
system [5].

II. BACKGROUND
A. Correct Handwashing Procedure

B. Software

The World Health Organization (WHO) defines handwashing as proper when six motions are performed: the simple
press; the roof ; the webs; the links; the thumbs; and the
mortar and pestle. Pictured in figure 1, these motions should
be performed for at least 40-60 seconds. The webs and thumbs

C was the computer programming language chosen for
this project. It was developed in 1972 by Dennis Ritchie
at Bell Labs, and is closely associated with the Unix operating system. It is commonly considered a middle level
programming language, which does not refer to its difficulty
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or programming power, but rather its ability to access the
system's more basic functions while still supplying higher
level constructs. Compared to other higher level programming
languages such as Python, C is more efficient in its processing
abilities, allowing for rapid analysis of adherence to protocol.
Linux is a family of open-source, free operating systems
that can be installed on a variety of electronic devices. This
system utilized Ubuntu Linux 12.04, which came pre-installed
on the NVIDIA Jetson TX2. The operating system supports
C programming as well as direct command line input in the
form of UNIX commands, also referred to running commands
in the terminal.
Bash is a command processor that allows the system to
read commands directly from a file. Various Bash scripts were
executed in order to install the libraries defined later in this
paper.

Unlike JPEG, it supports transparency but sacrifices a
smaller file size for greater quality.
The red, green, and blue (RGB) color model is a format for
producing a broad array of colors by adding varying amounts
of red, green, and blue pigment, ranging from the values 0
to 255 for each pigment. By describing colors in this format,
electronic systems can differentiate between shades. In this
project, RGB pixel values were extracted from images to
facilitate the identification of hand motions within each image.
The Gaussian Blur uses a Gaussian distribution to blur an
image. This method of blurring the image reduces image noise
and increases the accuracy of the Support Vector Machines
used in the system. In this system, two constants necessary
to execute the Gaussian blur, the radius and the sigma value,
were assigned to be 10 and 5, respectively.
ImageMagick is a photo and video editing library compatible with UNIX terminal commands. Its implementation
allowed for the elimination of complex algorithms. Through
the application of a Gaussian Blur, alteration of light contrast,
and cropping of images, this library aided in maintaining the
visual consistency of the images throughout this study [8].
FFmpeg is a library used to edit and manipulate information
stored in various video formats. FFmpeg commands available
within the UNIX terminal could separate a recorded video into
individual frames without compromising quality.
Lossless image compression is a format for image data
storage that utilizes additional space in order to preserve image
quality. This image formatting technique was utilized in place
of lossy compression, which would reduce quality in order to
reduce the amount of space the image uses in storage. The
lossless image compression provided by the PNG file format
was chosen because image quality was preferred over storage
preservation while training a machine learning model.

C. Hardware
The NVIDIA Jetson TX2 is an embedded system with
machine learning capabilities. Equipped with USB ports and
digital/analog pins, it is capable of connecting to a variety
of sensors and peripheral devices. The NVIDIA Jetson TX2
runs on C++ but has C functionality and works with the
Ubuntu operating system. The included Graphics Processing
Unit (GPU) supports the machine learning algorithms used in
this study. The system also supports a Camera Serial Interface
(CSI) which is an embedded camera system that captures high
definition images and videos [6].
A GPU, unlike a Central Processing Unit (CPU), has the
ability to execute or handle thousands of threads simultaneously. A GPU contains many more processing units (cores)
than a CPU, enabling it to process data very quickly. This
dramatically reduces computation time for running complex
algorithms, increasing efficiency. This practice of using GPUs
to perform computations is referred to as general-purpose
computing on graphics processing units [7].

E. Relevant Machine Learning
Machine learning is a subset of artificial intelligence that
provides systems with the ability to learn and refine models
through experience, as opposed to relying on explicit coding.
This field intends to help systems learn automatically to
make better decisions in the future based on given data and
examples.
The K-Means segmentation algorithm, one processing technique common in machine learning, can be used to isolate the
hands from the background of the images. K-Means segments
an image into k groups based on the similarity of pixel color
values. If an image contains someone's hands in front of a
white background (i.e. a sink), K-Means with a clustering of
k=2 will classify the pixels into either the group of background
pixels or the group of hand pixels. Once the two regions have
been identified, the relevant pixels can be preserved, while the
unwanted background pixels can be removed before the image
data is sent to the Support Vector Machine [9].
Support Vector Machines (SVM) are learning algorithms
that analyze data for regression and classification purposes.
An SVM attempts to draw a line between two data sets, as
depicted in Figure 2, in order to classify those above the line

D. Image Processing
This study involved conversions between multiple file
types. They are defined below for reference:
•

•

•

•

MP4, or MPEG-4 Part 14, is a modern multimedia file
format for storing video and audio in a space and quality
efficient format with widespread compatibility.
AVI, or Audio Video Interleave, is an older multimedia
file format for storing video and audio with less compatibility than more modern formats.
JPEG, named for its development by the Joint Photographic Experts Group, is a file format for storing images
in smaller sizes than other formats. It utilizes approximations while compressing pictures and thus cannot support
transparency.
PNG, or Portable Network Graphics, is a file format
for storing images with greater quality than most image
formats as a result of utilizing lossless compression.
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into one set, and those below the line into another. SVMlight
is an implementation of a Support Vector Machine in the
programming language C that provides various algorithms.
SVMlight 's pattern recognition function trained the system to
classify new datasets of hand motions against a standard and
check for a match.

with a C script to convert the images into raw data to feed
into the SVMlight . When a recording is started, data would
be automatically collected, processed, and analyzed by the
system.
The terminal command nvgstcapture, pre-installed on the
Jetson TX2, begins the camera recording. This study utilized
the embedded CSI camera system with a resolution of 1920
pixels by 1080 pixels and a frame rate of 60 frames per second.
The above command produced JPEG files at an interval of
one picture per second for 40 seconds, for a total of 40
pictures. This differs from the collection of training data as
the tremendous amount of data stored in a video is only
necessary for training the model. Using ImageMagick, these
images designed for testing were cropped and modified with
a slight contrast and Gaussian Blur. Subsequently, a K-Means
algorithm was applied to the each image to remove extraneous
information by setting the values of all background pixels
to black. At the end of this process, the images contained
a slightly blurred pair of hands with a black background. The
pixel values of these images were then run through a script in
C (Appendix Reference to Code) to format the image data to
make them readable by the SVM. This formatting was done so
that the SVM could classify the testing data more accurately,
because the images would be as similar as possible to the data
the SVM used to learn. The formatted data was inputted into
SVMlight to test the model.
The model was eventually tested by evaluating the accuracy
of the system in identifying a single motion. After performing
the first test, there was more test data created to test the ability
of the system to identify all of the motions correctly when
provided with an entirely proper test dataset. These various
tests were performed in order to gauge the efficacy of the
trained model in various expected circumstances.

Figure 2. Support Vector Machine Separation

SVMlight uses kernel functions in order to classify data
in different forms. Kernels are methods of organizing data,
based on an equation. SVMlight offers the option to create a
kernel in addition to four predefined types of kernels: Linear,
Polynomial, Radial Basis Function (RBF), and Sigmoid Tanh.
This system employed linear kernels [K(X, Y ) = X T Y ],
which attempted to match images to known handwashing
motions based on a linear equation [10].
A trained model is generated by giving a machine learning
algorithm examples of categorized data in order to “teach” it
to categorize new information, which it does through kernels.
This trained model is what is used to match new images to
already known handwashing images. In SVMlight , a model
is trained with raw data provided in specialized text files.
These data files are in a specific format with attributes called
features and values, which are paired together. When new data
is collected, it can be compared against a trained model to
determine if the data matches the data represented within the
model.

B. Segmenting Training Data into Images
The collection of data was necessary in order to train the
model. Video was recorded of the subject performing the
six handwashing motions, centered in a well-lit environment
with a white background. The demonstration was performed
within two feet of the lens. The videos were recorded and
saved in an AVI video format. The data consisted of the
handwashing motions each recorded for approximately 55
seconds in the order of R over L web, L over R web, Link,
R Thumb, L Thumb, Simple Press, Roof, and Mortar Pestle,
where “R” represents the right hand, and “L” stands for the
left hand.
Afterward, the video was edited to remove transitions
between motions and rendered into an AVI format before
being split into individual images in a PNG format. Through
this process, the eight minutes and six seconds of video were
separated into 28,806 individual images using the FFmpeg
library in the UNIX terminal. The command

III. EXPERIMENTAL PROCEDURE
The primary subsets of the experimental process were data
collection, image processing, and machine learning.
A. Preface
The final implementation of the Hygiene Monitoring System
would consist of activation, recording, image processing, and
handwashing procedure verification. However, before implementing the system, it was necessary to develop a trained
model by manually collecting data in a video format before
being split into images stored in a PNG format. This training
data was then prepared by applying a contrast, a Gaussian
Blur, and was resized. The data was then iterated through

ffmpeg -i 5motions scoop.avi ./Frames/motions%05d.png
was run, where 5motions scoop.avi was the rendered video
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of purely the hand motions and ./Frames/motions%05d.png
saved each individual frame of the video into a directory
named Frames.

mogrify -resize 1320x930\! -contrast -brightness-contrast
5 -gaussian-blur 10x5.

C. Image Processing

These images were then converted into the PNG format
with the ImageMagick command

1) Preprocessing of Training Images
ImageMagick was used to alter the images before using
them as training data. The command

magick convert filename.jpg filename.png

mogrify -shave 300x75 -contrast -brightness-contrast
5 -gaussian-blur 10x5 “filename”

where filename.jpg is a JPEG file captured from the
CSI camera on the NVIDIA Jetson TX2 and filename.png
represents the output of the new file.
Next, to remove any bias that would be introduced by irrelevant pixel data, the background of each image was removed
to isolate the hands in the image. This was an essential step,
as isolating the hands generated a clearly-defined shape and
outline for each hand motion. This information, in the form
of the absence of the surrounding pixels, would be a significant factor in the machine learning process. The K-Means
clustering algorithm was used to remove the backgrounds.
This algorithm segments an image into k groups based on the
similarity of pixel color values. The algorithm treats the data
in this system as a three-dimensional system, with dimensions
of red, green, and blue color values. This allowed for the
distance between the color values of two given pixels to be
numerically calculated, thus providing a direct measure of the
pixels'similarity.
The general K-means algorithm proceeds as follows:
1) Select k initial centroids (the center of each group)
randomly within the bounds of the set of data.
2) For each data point, find the closest centroid to that
point by calculating distance values between each pixel
and the centroid pixels. Assign the point to the group
belonging to that centroid.
3) For each group, take the RGB values of each pixel and
add them separately, so that there is a total red value, a
total green value, and a total blue value for all the pixels
in that group.
4) Divide each value by the total number of pixels in that
group in order to get the average red, green, and blue
values.
5) Set the centroid pixel’s color value of that group equal
to those average RGB values.
6) Repeat steps 2, 3, 4, and 5, until the location of each
centroid does not change.
For the purposes of this system of SVMs, a value of k = 2
was established in order to segment the image into two parts:
the background and the hands. However, the initial results
from the K-Means algorithm appeared to be inaccurate and
inconsistent, resulting in unsuitable training data. This was
likely because of the random initialization of the centroids,
which may have resulted in color values that were too close
to each other to allow for effective separation of the image
into groups.
To accommodate for this, rather than beginning with random
centroids, a targeted centroid was selected as the average color

allowed for the cropping of 300 pixels off the sides
and 75 pixels off the top and bottom, the addition of minor
contrast, and the application of a Gaussian Blur. The cropping
removed any undesired details while the contrast intensified
the difference between the lighter and darker elements of the
image [10]. This command was added into a bash script that
iterated through each of the 28,806 PNG files in a specified
directory to crop and apply a contrast to each image.
A script was then written in C to first apply a K-Means
algorithm and then to transition each of the PNG files into
data files in a format readable by the SVMlight library. The
K-Means algorithm categorized each pixel of the image into
either a background class or a hands class. Each pixel assigned
to the background class was then effectively removed from the
image by being set to black, while the pixels assigned to the
hands class were maintained to be sent to the SVM training
process.
The reformatting algorithm proceeded to break down each
image into a text file consisting of many rows representing the
pixels of each image. Each row consisted of attributes called
features and values in the format of feature:value, where the
feature was the index of every fifth pixel and the value was
a representation of the color of that pixel. An interval of five
pixels was chosen to significantly reduce the file size required
to store the data. The color value used to represent each feature
(pixel) was the sum of the red value multiplied by 100, the
green value multiplied by 10, and the blue value multiplied
by 1. In this way, three values of color (red, green, blue) were
consolidated into one large value to match to every fifth pixel.
Together, these rows of features and corresponding values were
combined into text files that would be interpretable by the
Support Vector Machines.
2) Testing Images’ Processing Pipeline
In order to accurately test data against the trained Support
Vector Machines, the images supplied to the machine learning
algorithms needed to appear in a similar format to those
used to train the model. Thus, the image adjustments and
background removal from the preprocessing steps were also
used in the image processing pipeline.
The images collected from the Jetson TX2’s camera were
also resized to match the training images. Each image was
then provided with a level of contrast, brightness, and a
Gaussian Blur after being resized using the ImageMagick
command
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data to train on, as described previously, and model was the
output file name for the resultant trained model.

of the top-left corner of the image (an area assumed to be part
of the background), and a second centroid from the average
color of the center of the image (an area assumed to be the
hand). At the end of the algorithm, the group resulting from the
centroid from the top-left would contain all of the background
pixels, and the group resulting from the centroid from the
center would contain all of the relevant hand pixels. Once the
groups were determined, the pixels in the background group
were changed to black pixels. This effectively removed the
background pixels from the machine learning training process,
isolating the hands from the background of each image.
The final product of these image processing techniques was
an image of hands that retained their most distinguishing
characteristics surrounded by a black background. Figure 3
depicts the results of each image processing technique.

2) Comparing Collected Data to the Model
The final step in the implementation of the Hygiene
Monitoring System was to classify recorded data as correct or
incorrect. Classification occurred through the comparison of
collected data to the trained model, using SVMlight command
svm classify collected data model results
where collected data was a file containing the data
recorded, which would be compared against the model file,
containing the trained model, and results was the output
of the results of the comparison. The output file contained
information that described how close the collected data
adhered to the model by reporting the percentage of the six
handwashing motions completed out of those represented
within the model to determine the person’s overall conformity
to the procedure. A value of 80-90% would demonstrate the
completion of a correct handwashing procedure. A value of
100% is not expected because several frames of a sample
test data set are expected to contain no hand motions, such
as the transition between two hand motions. However, if a
percentage significantly lower than 80-90% was returned, it
would be clear that incomplete handwashing was observed.

Figure 3. Left to right: example hands image, Gaussian blur applied, K-Means
applied to isolate hands

At this point, the algorithm written in the C programming
language used in the preprocessing step was again used to
convert the images into the text files readable by the SVMs.
The data was then compared to the trained model created via
the SVMlight library within the Ubuntu 12.04 command-line.
(Appendix Reference to Code)

3) Testing the Model
Two tests were performed to evaluate the accuracy of
the Hygiene Monitoring System. The first test attempted to
compare data comprised of the link motion against the trained
model. This returned a percentage of compliance to proper
handwashing procedure, depending on the motions detected.
Then, the percentage returned was analyzed to determine if
the link motion was detected.
In the second test, new testing data was recorded and
processed in an identical format to the training model data in
order to perform more intensive testing. Thus, the new images
were processed with a Gaussian Blur, K-Means partitioning,
resizing to 1320 pixels by 930 pixels, and an application
of light contrast. This new data included the simple press,
webs, mortar and pestle, thumbs, and roof motions, omitting
the link motion due to data collection limitations. The result
was indicated by the percentage derived from the correctly
recognized images out of the total number of images tested for
each specific motion. Subsequently, the data was also analyzed
to report the overall percentage of accuracy for all motions,
or the number of correctly classified images out of the total
number of tested images.

D. Machine Learning
Machine learning was used to analyze processed images and
create a trained model representing the data. The trained model
later served as a reference to categorize given hand motions
as correct or incorrect.
1) Using Data to Train a Model
A process that can identify a certain hand motion as proper
must be formatted to have features identical to those of the
trained model. Once the image data was formatted correctly,
the learn function of SVMlight was used to create a model
(support vector machine) for each of the eight hand motion
variations. To do so, correct training examples of each hand
motion were fed into the machine learning algorithms of
SVMlight . The models were created while retaining the greatest
amount of detail using a lossless compression format with
PNG image files and splitting the original video into 60 frames
per second.
The data was then converted into a format easily interpreted
by the SVMlight library and its algorithms by using a C script
(Appendix Reference to Code). Once converted into a suitable
format, the data was used to train the model with the command

IV. RESULTS
The performance of the Hygiene Monitoring System was
assessed with test data collected in a simulated environment
with the intent of verifying the functionality of the system in
a controlled setting.
This evaluation tested the system’s accuracy in correctly
categorizing images as distinct hand motions. Multiple sets

svm learn training data model,
where training data was a file containing rows of image
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of test data were created and compared against the trained
models.
In order to test the ability of the model to detect a single
motion at a time, the first test example contained only the link
hand motion being performed. When this data was classified
through the support vector machine’s model, it yielded results
showing that it fulfilled 14% of the expected handwashing
procedure. Since the model expects eight distinct motions (six
unique techniques, but two are repeated for each hand), the
observed percentage of 14% is extremely close to the expected
value of 14.28%.
In the next test, the system attempted to classify a data
set containing images of a complete handwashing procedure.
However, due to data collection limitations, the link motion
was excluded from this set. The other hand motions and
associated data were unaffected. The images in the test data
set included two to five frames for each motion. This data
was then compared to the trained model through SVMlight
to identify the percentage compliance to the handwashing
procedure by the test subject. The number of frames that were
properly identified are indicated below in figure 4. 18 images
were correctly identified out of 24 tested, corresponding to an
aggregate of 75% accuracy in correctly identifying the hand
motions.

B. Applications
In the future, the Hygiene Monitoring System can be implemented in hospitals around the world. The system's ability
to monitor and identify correct handwashing practices will increase transparency within the healthcare industry. Moreover,
the systems records could give insight into any liability issues
or legal matters, offering an objective viewpoint into the often
subjective and complex world of medical lawsuits.
The concept of the Hygiene Monitoring System also lends
itself to the food service industry. The spread of germs from
workers to food accounts for 89% of outbreaks corresponding to food contamination [12]. The implementation of the
Hygiene Monitoring System in restaurants and food vendors
could advance the state of sanitation in todays world and
mitigate the spread of foodborne illness.
Furthermore, the system developed in this study demonstrates a computer’s ability to differentiate between human
hand motions. This would prove useful in the interpretation
of sign language hand positions, as a system trained with
enough images could develop models representing various
words and phrases. Such a development would significantly
improve accessibility for hearing-impaired individuals and
those attempting to communicate with them.
C. Future Improvements
Certain improvements can be made to refine the reliability
of this Hygiene Monitoring System. Most significantly, the
collection and usage of more data will improve the training
models, increasing the probability that real world data will be
correctly classified by the system.
The K-Means algorithm could be improved to suit a wider
range of image cases. The current algorithm operates under
the condition that the hands are in the center of the image.
Such a change would
A stereographic camera (a camera that records from two
slightly different positions simultaneously in order to generate
a 3D representation of an image) would provide depth to the
data collected. By deriving SVM values from the physical
location of a hand rather than from the color values of pixels,
the system could be more reliable when testing data with hands
of varied skin tones, or with a background of a similar color
to the hands.
The Hygiene Monitoring System could be more userfriendly. Currently, the system is activated by a keyboard
press, which is not appropriate for a real-life context such
as a hospital environment. In the future, the system will
ideally be activated by a motion sensor to detect when an
employee begins washing their hands. Further integration with
a hospital system would also be an ideal addition. Each
employee, before washing their hands, would check into the
system using an radio-frequency identification device (RFID)
tag, and once the employee washed their hands and the system
determined the level of compliance with the six hand motions,
the system would record the level of compliance in a database
of employee data.

Figure 4. Results

V. CONCLUSIONS
The results produced indicate that the Hygiene Monitoring
System can correctly identify compliance to proper handwashing procedure.
A. Significance
A successful implementation of the Hygiene Monitoring
System could dramatically reduce the rate of infection and
deaths related to healthcare negligence. On any given day,
about one in twenty-five hospital patients contract at least one
healthcare-associated infection [11]. Although handwashing
seems like an elementary process, multiple studies illustrate
the immense ramifications of a lack of regard for procedure.
This system encourages greater compliance, a major step
toward limiting the spread of disease and prioritizing patient
welfare.
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The kernel currently being used in the SVM is linear, but
there are other, more complex kernels that the SVM could
use as well. The polynomial kernel separates the result of a
classification based on a defined, but arbitrary order. The RBF
kernel separates the result of a classification using normal
curves around the data points and sums them so that the
decision boundary can be defined by a type of geometric
condition (topology). The Sigmoid Tanh kernel separates the
result of a classification using a logistic function to define
curves depending on the logistic value being greater than the
value generated through the model based upon probability.
Working with any of these kernels in the SVM could increase
the system’s accuracy.
APPENDIX

Lockheed Martin, Silver Line, Rubiks, other Corporate Sponsors, and NJ GSET Alumni.
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